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PROFESSIONAL SUMMARY
B.Tech Data Science & AI student at IIIT Dharwad (CGPA 9.1/10, Minor in Generative AI) and co-author of a peer-reviewed ACL paper at SemEval-2026 (macro-F1 0.797 across 22 languages). Builds production-grade RAG pipelines, agentic AI systems, and C++ inference engines — with shipped projects across NL-to-SQL, HFT deep learning, and multi-modal ML query routing.
EDUCATION
B.Tech in Data Science and Artificial Intelligence — IIIT Dharwad	Expected May 2028
CGPA: 9.1 / 10.0 (Till 4th Semester)
Minor in Generative AI — CGPA: 9.0 / 10.0
TECHNICAL SKILLS
AI Automation & LLMs: Groq LLM, Ollama, Hugging Face Transformers, RAG Pipelines, Agentic AI, Multi-agent Systems, LangChain, LlamaIndex, Prompt Engineering, ONNX
Languages & Frameworks: Python, C++, PyTorch, TensorFlow, Scikit-learn, FastAPI, Streamlit
Data & Visualization: NumPy, Pandas, Matplotlib, Seaborn, Recharts
Vector Databases & Storage: ChromaDB, FAISS, pgvector (Supabase), MySQL, MongoDB
MLOps & Tools: MLflow, Weights & Biases, Docker, Kubernetes, AWS, CUDA, Git & GitHub
Frontend: Next.js 14, React, TailwindCSS, shadcn/ui
AI AUTOMATION PROJECTS
DataChat: NL-to-SQL Analytics Platform using RAG	GitHub
Team Project | Stack: Next.js 14, Supabase (pgvector), Groq LLM, Ollama, Recharts
1. Built an end-to-end agentic NL-to-SQL pipeline using RAG — embedding user queries and retrieving schema context via pgvector and Ollama (nomic-embed-text), supporting 10+ table schemas with >90% query accuracy on test datasets.
1. Engineered an intelligent semantic caching layer reducing redundant LLM API calls by ~60% and cutting average query response time from ~4s to ~1.5s, directly lowering inference cost.
1. Integrated Groq LLM for high-speed SQL generation (<500ms generation latency), enabling real-time automated data analysis on uploaded CSV datasets up to 50k rows with live Recharts visualization.
1. Developed an interactive frontend using Next.js 14, React, and TailwindCSS for seamless user interaction with the automated analytics system.
DeepLOB-HFT-Cpp: Deep Learning for High-Frequency Trading	GitHub
Individual Project | Stack: PyTorch, ONNX Runtime, C++, NumPy, Scikit-learn
1. Designed and trained CNN-based DeepLOB and TransformerLOB architectures on the FI-2010 benchmark (4.5M order book snapshots, 5 horizon levels), achieving mid-price prediction accuracy of 84.3% on the held-out test split.
1. Engineered ONNX export and C++ inference pipeline achieving 1.75x speedup over the Python baseline — enabling production-ready, low-latency automated inference.
1. Built a leak-free preprocessing pipeline with Z-score normalization and sliding-window extraction across 500k+ sequences, with NumPy caching cutting repeated data-load time by 4× for fully reproducible ML workflows.
HIFUN Router: Hybrid SQL/Graph Query Routing System	GitHub
Team Project | Stack: XGBoost, Logistic Regression, SHAP, Scikit-learn, Python
1. Developed ML-powered agentic routing pipelines using XGBoost (97.3% F1) and Logistic Regression to auto-classify DSL queries to optimal SQL or Graph execution backends across a 10k-query benchmark — eliminating manual routing.
1. Built SHAP-based explainability workflows surfacing top-5 routing features per query, reducing stakeholder review time by ~40% and enabling transparent, auditable automated routing decisions.
1. Managed modular ML artifacts and reproducible outputs using structured Git branching and pull request workflows for collaborative automation development.
PEER-REVIEWED RESEARCH
Semantic Vectors at SemEval-2026 Task 9: Robust Multilingual Polarization Detection via Dual-Encoder Fusion and Expert Ensembling
Ankit Dash, Priyanshu Mittal, Piyush Prashant, Sunil Saumya  |  Proceedings of SemEval-2026, Association for Computational Linguistics
1. Designed a Siamese dual-encoder architecture jointly fine-tuning mDeBERTa-v3-base and XLM-RoBERTa-large via 4-bit QLoRA for multilingual polarization detection across 22 languages.
1. Achieved macro-F1 = 0.797 and accuracy = 0.827 across all 22 languages, outperforming the majority-class baseline by +33.6 pp and surpassing Llama-3-8B-Instruct zero-shot by +26.3 pp.
1. Applied XGBoost meta-stacking with Shannon entropy as a dynamic expert-routing signal — a novel architectural innovation in multilingual AI classification.
RELEVANT COURSEWORK
Machine Learning  •  Deep Learning  •  Natural Language Processing  •  Data Structures & Algorithms  •  Database Management Systems  •  Statistics & Probability  •  Linear Algebra  
